Abstract

PARTHASARATHY, SAILASHRI. Impr oving Transient Fault Tolerance of Slipstream Proces-
sors (Under the dir ection of Dr. Eric Rotenberg)

A slipstream processorruns two copies of a program, one slightly ahead of the other, to
achieve both higher single-program performance and transient fault tolerance. The leading
copy of the program, or the Advanced Stream (A-stream), is accelerated by executing only
a key subset of all instructions. The partial A-stream is speculative. Therefore, a second,
complete copy of the program, called the Redundant Stream (R-stream), receivesand checks
all A-streamoutcomes. The R-streamis also acceleratedin this process.Together, the A-stream
and R-stream nish faster than a single program copy would.

The partial redundancy between the A-stream and R-stream enables detection and re-
covery from transient faults. A transient fault that affects a redundantly executed instruction
is easily detected, becauseits two instanceswill differ. However, a transient fault that affectsa
singly executedinstruction (instruction removed from A-stream)is dif cult to detect dir ectly,
becausethere is no redundant counterpart for comparison.

Actually, afault in asingly executedinstruction is indir ectly detectablevia aredundantly
executed consumer. However, such a fault is unrecoverablesince the fault is attributed to the
consumer. Recoveryis initiated too late, from the consumer instead of the faulty producer.

We proposea mechanism that conservatively attributes a detected fault, not to the redun-
dantly executed instruction that detected it, but to its singly executed producer. Accordingly,
recoveryis initiated safely from the singly executedproducer. Our approachworks by forming

a forwar d slice for eachsingly executed instruction, terminating in its dir ect/indir ect redun-



dantly executedconsumers. Now, aconsumer canmark its singly executed producer asfaulty
when its comparison mismatches.

A singly executed branch does not have a forwar d slice and thus is not checkable by
consumers. However, the branch was removed from the A-stream precisely becauseits branch
prediction is highly con dent, hence,very likely correct. This likely correctbranch prediction
is treated as a second execution for the corresponding singly executed branch, different from
true execution but nearly aseffective for detecting faults.

In fact, the observation about con dent branches extends to all redundantly executed
instructions sincethe A-streamis predictive asawhole. All A-streaminstructions are specula-
tive, yet most likely correctin the fault-fr eecase.This revealsan intriguing predictive checking
paradigm.

Experiments using the SPEC95and SPEC2Kbenchmarks show that coverage impr oves
from 81%for baseline slipstream to 99%with only a small decreasein speedup. To obtain the
same performance as baseline slipstream, we propose a relaxed checking model, which still

achievesa much higher coverage of 95%
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Chapter 1

Introduction

A slipstream processorruns two copies of a program to achieve both higher single-program
performance and resistanceto sometransient faults. The two program copiesare run on dual
coresof a Chip Multipr ocessor(CMP) or dual threadsin a Simultaneous Multithr eading pro-
cessor(SMT) [14], one slightly ahead of the other. The leading copy of the program, or the Ad-
vanced Stream (A-stream), is shortened basedon the idea that only a portion of the dynamic
instruction stream is needed for a program to make correct forwar d progress. This is because
many instructions have no observable effect on the forwar d progressof the program. Thesein-
effectualnstructionscan be removed from the A-stream, leaving only effectualnstructionsin the
A-stream. As the A-streamis shortened, it completes faster than the original program would.
Although highly accurate,the removal of instructions is speculative, and must be veried. A
second,complete copy of the program, called the Redundant Stream (R-stream), receivesand
checksall A-stream control- ow and data- ow outcomes against its own outcomes. If there
is any mismatch, then the A-stream incorrectly removed instructions and must be repaired,
by copying R-stream architectural stateto that of the A-stream. In the processof checking the

A-stream, the R-stream is also accelerated becauseit usesthe A-stream outcomes as highly



accurate branch and value predictions. Together, the A-stream and R-stream nish faster than
only asingle program copy would, thus offering impr oved performance.

A slipstream processorcan also detect and recover from transient faults, due to partial
redundancy betweenthe A-stream and R-stream. Many instructions, namely effectual instruc-
tions, are executed in both streams. A transient fault that affects a redundantly executed in-
struction is easily detected, since the two instanceswill differ. Summarizing, slipstream pro-
cessorsoffer higher performance and some fault tolerance.

As shown in [Figure 1-1, a transient fault that affects a redundantly executed instruction
(i.e.,effectual instruction), is detectableirr espective of which instance (A-stream or R-stream)
is struck by the fault. Hence, it is straightforwar d to detect faults in instructions which are

executed by both streams.

3 4 O

(a) Faultin R-stream. (b) Faultin A-stream.

Figure 1-1. Detectable faults on redundantly executedinstruction I.

Mor eover, a fault in aredundantly executedinstruction is also recoverable using the ex-
isting slipstream recovery mechanism. A redundantly executed instruction is not allowed to

commit in the trailing R-stream until both instancesof the instruction match. This preserves



the integrity of the R-stream architectural state, so that it can be used as a safe checkpoint
for recovery. As an example, Figure|1.2(@) | shows a transient fault in the R-stream instance
of instruction I, the redundantly executed instruction from ]W The A-stream has al-
ready committed its instance of instruction | and additional futur e instructions, whereasthe
trailing R-stream hasnot, asindicated by the location of their respective architectural statesin
the gur e. A mismatch between the two instances of instruction | indicates a fault in either
instance. However, it is not known which instance of |, A-stream or R-stream, is incorrect.
Therefore, both programs must be restarted from instruction I. Figure 1.2(b) shows recovery,
which is implemented by re-synchronizing the A-stream state to that of the R-stream and re-
executing instruction | (and futur e instructions) in both threads. This time, re-execution of the
two instancesof instruction | results in a match. Instruction | cannow be retired safely in the
R-stream.

It is interesting to study the effect of a transient fault on a singly executed instruction,
i.e.,an instruction which is removed from the A-stream. ]Wshows a singly executed
instruction, instruction J,which is affected by a transient fault. Sinceinstruction Jis executed
only in the R-stream, there is no second execution to compare against, henceit is not possible
to directly detect the fault in instruction J.The faulty instruction Jcommits in the R-stream,
corrupting the R-stream architectural state and thereby making it unsafe as a checkpoint for
recovery. Actually, the fault may be detected by a consumer of instruction J, instruction K,
but this attributes the fault to the consumer (instruction K). Slipstream recovery fails to truly
recover becausethe R-streamarchitectural stateis awed, due to previously retiring the faulty
instruction J.In other words, recovery is too late in this case,and misplaced (K instead of J).

This can be better understood by examining the same scenarioin more detail, as shown



(a) Stepl: Detection. (b) Step2: Recovery.

Figure 1-2. Detectable and recoverable fault on R-stream instance of redundantly executed
instruction |I.

in Figures/1.4(a) |through 1.4(e). Figure|1.4(a)|shows the initial state of the two threads. The
R-stream has fetched, but not yet committed, its instance of instruction J,which was removed
earlier in the A-stream. The A-stream has already committed its instance of instruction K
and additional futur e instructions, whereasthe trailing R-stream has not, asindicated by the
location of their respective architectural statesin the gur e.

Figure|1.4(b) shows the system after instruction Jhas executed and committed. Instruc-
tion Jexecuted incorrectly in the R-stream since it was affected by a transient fault. Since
instruction Jwas singly executed, the fault in it was not detected and its faulty value was
committed, thus corrupting the architectural state of the R-stream.

Figure 1.4(c) shows the system after the faulty value of instruction Jis propagated to an-

other instruction. The R-stream instance of instruction K, aredundantly executedinstruction,



consumesthe faulty value of J.Sincethe A-streaminstance of instruction K is correctand the
corresponding R-stream instance is faulty, there is a mismatch between the two instances of
instruction K. Recoveryis then initiated to re-synchronize the A-streamwith the R-stream, by
copying over the architectural state of the R-streamto the A-stream.

Figure|1.4(d) shows the systemimmediately following recovery. Both the A-stream and
the R-stream are restarted from the perceived faulty instruction K, therefore, both instances
of instruction K are re-executed. Since both instances execute using identical faulty source
operands, from identically awed architectural states,the outcomes match.

Figure 1.4(e) shows the system after the two matching instancesof instruction K are com-
mitted. The architectural statesof both the threads are now perpetually and unrecoverably
incorrect. Hence, even though the fault in instruction Jwas detected and presumably recov-
ered from, recovery was itself awed.

This thesis proposesan approach to successfully recover from transient faults on singly
executed instructions, i.e.,instructions executed only in the R-stream. It is basedon the idea
that singly executed instructions can be checked by their direct and/or indir ect consumer
instructions which are executedin both streams. However, this condition alone will not suf ce,
as seenin the previous example, since recovery is initiated late (initiated at the redundantly
executed consumer instead of at the singly executed producer). Therefore, another condition
is required for saferecovery. Retirement of the producer must be deferred until it is checked
by the consumer, so that if the consumer instances mismatch, recovery can be initiated from
the producer. Hence, the possibly faulty producer is prevented from corrupting the safe R-
stream checkpoint. This makes it possible to detect and recover from transient faults on any

instruction in the original program, eventhough the A-stream and R-stream are only partially



redundant.

Figure 1-3. Detectable but unrecoverablefault on singly executedinstruction J.

1.1 Thesis Contributions

This thesis makes the following contributions.

1. This thesis explores a novel veri cation approach, basedon the idea that a singly exe-
cuted instruction can be checked by a consumer which is executedin both streams. We
de ne rigor ous criteria for forming a forwar d slice of a singly executed instruction, suf-
cient for ensuring that all checker consumers of the instruction are found. The singly

executedinstruction is prevented from retiring until

(a) asuf cient sliceis formed, and
(b) all terminal checkerinstructions of the slice have completed.
2. A singly executed branch does not have a forwar d slice and, thus, is not checkable by

consumers. We note that the branch was removed from the A-stream precisely because

its branch prediction is highly con dent, hence,very likely correct. This likely correct



branch prediction is treated as a second execution of the branch. That is, this thesis
proposesusing con dent branch predictions asa novel source of redundancy, for corre-
sponding singly executedbranches,dif ferent from true execution but nearly as effective

for detecting faults.

. The new insight about con dent predictions (contribution 2, above) can be applied to
baseline slipstream (i.e., without the proposed algorithm), to reasonthat it inherently
has better coveragethan originally thought. Experiments on baseline slipstream reveal

that, instead of the coverage being only 73% the coverageis actually 81%on average.

. The use of con dent branch predictions to check singly executed branchesis an exam-
ple of “pr edictive checking”. In hindsight, all A-stream outcomes are speculative, thus,
even checks of redundantly executed instructions are predictive, as well. We discuss

predictive checking in general, and analyze where it succeedsand fails to detect faults.

. We have integrated the slice-basedchecking algorithm into the baseline slipstream sim-
ulator. Experiments on the SPEC95and SPEC2Kbenchmarks show that the coverage
impr oves from 81%to 99%on average, with a small decreasein average speedup (10%
for baselineslipstreamvs. 9%for slipstreamwith the proposed algorithm incorporated).
To obtain the same performance as baseline slipstream, we propose a model in which
the singly executedinstruction is retired when it reachesthe ROB head, whether or not
checked. This model achievesthe same performance as baseline slipstream, but with

much higher coverage (95%vs. 81%).



1.2 Thesis Organization

The thesis is organized asfollows. Chapter 2/discussesrelated work on transient fault detec-
tion and recovery. Chapter [3 presentsa review of the slipstream paradigm, which this thesis
builds on. Chapter 4 explains the proposed algorithm, with details on the implementation.
The general predictive checking paradigm is discussed in Chapter |5. Chapters 6/ and 7 de-

scribe the simulation methodology and results, respectively.



(a) Initial state. (b) Transient fault on instruction J, fol-
lowed by commit of faulty instruction J
in R-stream.

(c) Consumer of faulty instruction J. (d) Flawed recovery.

Figure 1-4. Detailed analysis of detectablebut unrecoverablefault on singly executedinstruc-
tion J.



(e) Incorrect program states.

Figure 1-4. (cont'd) Detailed analysis of detectable but unrecoverablefault on singly executed
instruction J.
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Chapter 2

Related Work

Reliability of processorshas been a topic of reseach for decades. It is extremely important
to ensure that a processoris fault-tolerant. This chapter focuseson the recentrenewed inter-
estin redundant program execution in a contemporary microarchitecture context, and in the
context of commodity high-performance microprocessors(e.g.,desktops and laptops). Several
approacheshave beenstudied, in order to speci cally deal with transient faults.

One of the early microarchitectural approaches,proposed by Rotenberg [11], is Active-
stream/ Redundant-stream Simultaneous Multithr eading (AR-SMT), which suggests lever-
aging the existing contemporary microarchitectural techniques, to impr ove fault tolerance.
Two redundant copies of the program are run on a Simultaneous Multithr eading Processor
(SMT), with one thread running ahead of the other. The leading thread communicates all of its
control- ow and data- ow outcomesto the trailing thread through a delay buffer. The trail-
ing thread usesthese outcomes as predictions, with two benets. First, existing prediction-
checking hardwar e naturally provides the thread comparison mechanism that is needed to
detect faults. A “mispr ediction” implies a fault occurred in either of the two threads. Sec-

ond, the trailing thread fetches and executeswith perfect instruction-level parallelism (ILP),

(N



since the control- ow and data- ow predictions break all dependencies (if outcomes are free
of faults). The efcient trailing thread results in less slowdown than normal redundant ex-
ecution by consuming fewer resources, thus releasing resources back to the leading thread.
Sincetwo explicit program copies are executed with some time lag, and the programs share
the resourcesin the processor AR-SMT exploits both time and spaceredundancy.

A related approach proposed by Reinhardt et. al [10] also exploits an SMT substrate for
fault detection, called the Simultaneous and Redundantly Threaded (SRT) processor They
explored the design spaceand focused on an ef cient checking implementation, that checks
only store instructions, achieving full fault detection but sacri cing recovery capability (since
unchecked, faulty values canbe written to register state). The Simultaneous and Redundantly
Threaded processorwith Recovery (SRTR), proposed by Vijaykumar et. al [15], builds on the
SRT processor It enablesrecovery from transient faults, by checking all instructions like in
AR-SMT. They also propose a technique that reduces checking bandwidth pressure that is
closely related to our technique, thus, we discussit in depth and separately, below. The Chip-
level Redundantly Threaded multipr ocessor(CRT), proposed by Mukherjee et. al [6], extends
the concept of SRT processorsto CMP substrates. The two redundant threadsare run on two
separate cores of the CMP. Gomaa et. al [3] proposed the Chip-level Redundantly Threaded
multipr ocessorwith Recovery (CRTR), which builds on CRT. The paper proposesasymmetric
commit, in which the leading thread is allowed to commit before the trailing thread checks
it. This way, along slack is presentbetween the threadswhich can be leveraged to deal with
inter-processorlatencies. AR-SMT [11] and slipstream [13] also allow the leading thread to
commit long before checks are performed, and the resulting slack between the leading and

trailing threadsis re ected by the delay buffer.
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All the above mentioned dual-thr ead techniques impr ove fault coverage compared to a
single thread. However, redundant execution on an SMT results in a slowdown compared to
one thread. Slipstream processors,proposed by Purser et. al [5,7,/8, 9, 12, 13|, reducesthe
leading thread. On a CMP substrate, performance is actually enhanced. On an SMT substrate,
the usual slowdown of redundant execution is reduced and, in some casesthere may even be
speedup. While slipstream processorsmay outperform AR-SMT, SRT, SRTR, etc.,they achieve
this with lessercoverage. Our work focuseson restoring the coverage of the slipstream pro-
cessor sothat it performs better with comparable coverage.

None of the dual-thr ead fault-tolerant approaches,mentioned above, deal with design
faults. Austin [1] proposed a fault-tolerant technique to tackle both transient and design faults,
using dynamic veri cation. The speculative superscalar core is dynamically checked by a
simple checker core. The superscalar core comprises an entire microarchitecture, except the
retirement stage. Retirement is safely implemented by the DIVA checker core, which checks
all the instructions before committing them to architectural state.

The papers by Vijaykumar et. al[15] and Gomaaet. al [3], asexplained earlier, proposed a
new technique to reducethe overhead of checking all values. In order to reduce pressure on the
RegisterValue Queue (RVQ) —the structur e that communicates values from the leading thread
to the trailing thread, for checking — the paper suggestsusing Dependence Based Checking
Elision (DBCE). DBCE exploits the fact that a fault propagatesthrough dependent instructions,
and that checking the leaf instruction in adependencechain will checkthe instructions leading
to it. Small manageablechains of instructions are formed, and the nal dependent instruction
in a chain is checked, thus checking all the instructions in that chain.

In DBCE [15 and DDBCE [3], checking slicesasa unit is performed as an optimization

13



to reduce port pressure on the RVQ. In our case,as slipstream reducesone of the threads, it
is a necessity not a choice, to form slices that check removed instructions. This highlights
the novelty of fault-tolerant slipstream. DBCE and DDBCE still execute all the instructions
redundantly and merely reduce the checking stage. We remove the instruction itself, thus
fully capitalizing on the potential of slice-basedchecking. We are not only reducing pressure
on the checking hardwar e, but on the processoras a whole. This relies on the new notion of
predictive checking, described in Chapter|5, since all checksare themselves speculative due to

con dently removing instructions in the leading thread.
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Chapter 3

Review of Slipstream Processors

This thesis builds upon the slipstream paradigm and microarchitecture [4, 5,7,18,9, 12, 13],

reviewed in this chapter to provide a context for subsequentchapters.

3.1 Slipstream ProcessorParadigm

Slipstream processorsuse spare coresin a Chip Multipr ocessor(CMP) or spare threadsin a
Simultaneous Multithr eading processor(SMT). A slipstream processorruns two copies of a
program, with sometime lag between the two copies. The rst copy, or the Advanced stream
(A-stream), runs ahead of the second copy, or the Redundant stream (R-stream). Slipstream
exploits the concept that some instructions are ineffectual or unnecessaryfor correct forwar d
progressof the program. Dynamically dead writes, non-modifying writes, and con dently-
predicted branches, as well as the instructions leading to them, are not needed for correct
forwar d progress,and hence can be removed from the A-stream. This reducesthe length of
the A-stream, enabling it to nish faster than the original program.

The removal of instructions, however, is speculative. The R-stream, which is a complete

copy of the program, comparesits correct outputs with those of the A-stream. It repairs the
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A-stream if the A-stream incorrectly removes instructions. The R-stream is also accelerated
becauseit usesthe A-stream outcomes as nearly perfect predictions. Together, the A-stream
and R-stream nish faster than only asingle copy of the program.

Slipstream processorsalso offer fault tolerance capability becauseof the inherent partial
redundancy. Effectual instructions are executed in the A-stream, while both effectual and
ineffectual instructions are executed in the R-stream. This implies that many instructions are
executedin both streams. A transient fault that affects a redundantly executed instruction is
easily detected. In a nutshell, slipstream processorsoffer better performance aswell asbetter
fault tolerance.

A mismatch between the A-stream and the R-stream indicates either an incorrectly re-
moved instruction in the A-stream (instruction-removal misprediction or IR-misprediction),
or a transient fault in either the A-stream or the R-stream. In either case(they are indistin-
guishable), the A-streamis re-synchronized with the R-stream, since the R-stream is assumed

to possesscorrectarchitectural state.

3.2 Slipstream Microarchitecture

In order to implement slipstream processors,some extra hardwar e is needed, as shown in
Figure 3-1. Firstly, a mechanism is required to communicate outcomes from the A-stream to
the R-stream. Secondly, mechanisms are needed to detect ineffectual instructions and spec-
ulatively remove futur e occurrencesof these ineffectual instructions (after building up con -

dence). Finally, a method is needed to ef ciently replicate A-stream/R-str eam memory state
aswell asquickly re-synchronize A-stream memory stateif needed.

The extra required components are as follows:
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Figure 3-1. Slipstream microarchitecture.

1. Delay Buffer - This is used to communicate A-stream control-ow and data- ow out-
comesto the R-stream. The A-stream pushes its outcomes onto the delay buffer. The

delay buffer is popped by the R-stream.

2. Instruction Removal (IR) Predictor - This is abranch predictor, augmented with instruction-
removal predictions. Like a branch predictor, it decides which basicblock to fetch next.
One or more next basic blocks may be predicted ineffectual as a whole. The fetch unit
skips these contiguous ineffectual sequences(not fetched). Individual ineffectual in-

structions are fetched, but removed before the decode stage.

3. Instruction Removal (IR) Detector - This detectsinstructions which are ineffectual, hence,
possibly removable from the A-stream in the futur e. The IR-predictor contains a con -

dence counter for each dynamic instruction. A counter is incremented when the IR-
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detector detectsthe corresponding dynamic instruction is ineffectual. It is resetto O if the
corresponding dynamic instruction is effectual. When a counter saturates, the instruc-

tion is removed from the A-stream, by the IR-predictor, when it is next encountered.

. A-streamMemory Management - This only requiresslight modi cations to the A-stream
L1 cachecontroller. The private L1 cacheof the A-stream provides memory duplication

for free. The only modi cations are:

(&) The A-stream cannot write the L2 cache,and

(b) A-streamre-synchronization is achieved by full or selective ushing of the A-stream's
L1 data cache,and by copying the R-streamregister le to the A-streamregister le.

Details are published elsewhere [9].
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Chapter 4

Slice-Based Checking Algorithm

An effectual instruction is executed in both the A-stream and the R-stream. Hence, it can be
checkedby comparing the outputs of its two instances.In other wor ds, an effectual instruction
can checkitself, so, we refer to it asa self -checkeror simply a checker. We say that the “self-
check” either passesor fails, if the instruction's duplicates match or mismatch, respectively.

On the other hand, an ineffectual instruction is executedonly in the R-stream. Sinceit is
singly executed, it does not have anything to compare against. Becauseit cannot check itself,
a singly executed instruction is referred to as a non-checker. A new mechanism is needed to
check non-checker instructions.

Our proposed slice-basedchecking approachtargetsnon-checkers. It is basedon the idea
that asingly executedinstruction (non-checker)canbe indir ectly checkedby aredundantly ex-
ecuted consumer (checker) of that instruction. If the consumer's self-check passes,it implies
that both the checkerconsumer and the non-checker producer are fault-fr ee. If the consumer's
self-check fails, then either the checker consumer or the non-checker producer is faulty. The
fundamental problem with current slipstream is that the checker consumer is assumedto be

faulty, in this case. This assumption leads to incorrect recovery, if, instead, the non-checker

19



producer is faulty, as discussed in Chapter /1. On the other hand, our proposed mechanism
always assumesthe earlier instruction of the two instructions is faulty. This conservative as-
sumption always leads to correct recovery, by preventing both instructions from committing

in the R-stream, thus ensuring safe recovery from the unaffected architectural state of the R-
stream.

Figure 4-1, shows an example of how a non-checker instruction A can be checked by its
checker consumer B. A is struck by a fault and produces a faulty output asindicated by the
“X”. Bcandetectthe fault in A, sincethe R-stream and A-stream instancesof B will differ. The
R-stream instance of B consumes the faulty value and will differ from the correct A-stream

instance of B.

s

Figure 4-1. Using a checkerconsumer to check a non-checker instruction.

However, if a checkerconsumer is a masking instruction, then the consumer will not be
able to detecta fault in its non-checker producer. A masking instruction is onein which afault
in its sourceis not transmitted to its destination. This implies that, irr espective of whether or
not the producer is faulty, the consumer produces the correct output. For example, consider
a non-checkerinstruction A, which is supposed to produce a correct output of 5. B, a checker

consumer of A, is a right-shift by 1 bit. If A produces the correct value 5, then B produces
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avalue 2 (0101 >> 1 = 0010. If the least signi cant bit of A is ipped to O, for example,
then A incorrectly produces a value 4. In this case,B will still produce the correct output 2
(0100>> 1= 0010. Bis referred to asa masking instruction since B is masking the fault in A.

Hence, B does not servethe purpose of checking a fault in A. This is asshown in Figure 4-2.

(a) Fault-freeexecution of inst. A. (b) Faulty execution of inst. A.

Figure 4-2. Masking checkerconsumer.

In order to de nitively prove that an instruction is faulty or fault-fr ee, a non-masking
checkerconsumer is needed. For anon-masking instruction, afault in one of its sourcesaffects
the value produced by it. Hence, a fault in a non-checker producer can be detected by a non-
masking checker consumer. To prove that a non-checker producer is faulty or fault-fr ee,one
non-masking checker consumer will suf ce. For example, consider a non-checker instruction
A, which is supposed to produce a correct output of 5. B, a checkerconsumer of A, is an add-
by-2 operation. If A producesthe correctvalue 5, then B produces7 (5+ 2 = 7). However, if
A produces an incorrect value 4, B will likewise produce an incorrectvalue of 6 (4+ 2 = 6).
Hence, B servesthe purpose of detecting a fault in A. This is asshown in Figure 4-3.

A single non-masking checker consumer is suf cient to check a non-checker producer.

However, it is dif cult to determine whether a checkerconsumer is masking or non-masking.
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(a) Fault-freeexecution of inst. A. (b) Faulty execution of inst. A.

Figure 4-3. Non-masking checkerconsumer.

In some cases,it depends on the input value. For example, a right-shift by 0 is non-masking
while aright-shift by 32is completely masking (for a 32-bit word). In some cases,it depends
on which specic bit is faulty. For example, a right-shift by 1 bit masks a fault in the least
signi cant bit, but not other bits.

Instead of explicitly searching for the rst non-masking checker consumer, we propose
using all checker consumersto check a non-checker producer. If all checker consumers pass

their self-checks,we can conclude that either
1. the non-checker producer is provably fault-fr ee,or

2. all checkerconsumersare masking, in which caseafaulty non-checker producer is prov-

ably harmless anyway.

If a consumer is also a non-checker instruction, then it cannot be used to check its non-
checker producer. Instead, we have to look at other, indir ect checker consumers downstr eam.
For example, in [Figure 4-4, instruction D is a non-checker consumer of instruction A. SinceD
itself is a non-checker, D cannot detect a fault in A. Further, it is possible that all other direct

checker consumers of A are masking, so they too cannot detect a fault in A. The only way to
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detectafault in A is to usethe checkerconsumer of instruction D, i.e.,instruction E.

o

—
e

4 7

Figure 4-4. Using dir ectand indir ect checker consumers of root non-checker instruction A.

Generalizing the approach, a non-checker instruction must be checked by its checker
consumers and the checker consumers of its non-checker consumers. In other words, a non-
checkerinstruction must be checked by its dir ectand indir ect checkerconsumers.

Our approach examines the dir ect and indir ect consumers of a non-checker instruction.
The direct and indir ect consumers form the forward sliceof the non-checker instruction, with
the unchecked non-checker instruction at the root of the slice. This forwar d slice grows as
more consumers are fetched.

The slice must be grown until all the directand indir ect checkersof the root non-checker
are added to the slice. This implies that checkersare terminal instructions of the slice, i.e.,
consumers of checkersneed not be added to the slice. On the other hand, a“live” non-checker
within the slice may lead to further checkers. Thus, consumers of live non-checkers must be
added to the slice. In other wor ds, the slice is agrowing slice if any non-checker instruction in
the slice is still “live”. Conversely, the slice is said to be fully formed when there are no live
non-checkerspresentin the slice.

Therefore, the crux of our algorithm is to grow the slice until there are no more live non-
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checkerinstructions in the slice. Then, the root non-checker instruction is declared aschecked
when all of the terminal checkerinstructions in the slice complete.

The algorithm therefore consistsof two steps. The rst isto form aslice with no live non-
checkerinstructions. The secondis to check all the terminal checker instructions of the slice,
so that the root non-checker instruction can be declared as checked. This can be easily imple-
mented using two counters, one to keep count of the number of live non-checker instructions
in the ongoing slice, sothat it is possible to determine when the sliceis fully formed; the other,
to keep count of the number of terminal checker instructions which have not yet completed,
sothat when they complete, the non-checker instruction can be either con rmed ascorrector
presumed faulty.

Retirement of the root non-checker instruction is prevented until the two stepsare done.
This ensures that the R-stream architectural state is unaffected by faults in non-checker and
checker instructions alike, a requirement for correct recovery from faults. As we describe in
detail later (Section/4.9), this new retirement constraint may intr oduce additional retirement
stalls or even causedeadlock. We show later that performance degradation is negligible and
deadlock is breakablewith negligible lossin coverage.

The approach is illustrated by the example shown in [Figure 4-5. Instruction A, a non-
checker instruction, is checked by its direct and indir ect checker consumers. The forwar d
slice of instruction A consistsof terminal checkerinstructions B, E, G, and H, and non-checker
instructions A, C, D, and F. Among the four non-checker instructions, D is the only live non-
checker instruction, implying that there is one possible place where further checkerscan be
added. Hence, the forwar d slice of instruction A is not yet fully formed, and must be grown

further.
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Figure 4-5. Forward slice of root non-checkerinstruction (A), consisting of killed non-checker
instructions (A, C, and F), live non-checker instructions (D), and terminal checkerinstructions
(B,E, G, and H).

live

In contrast, Figure 4-6 shows afurther point in time, wherethe consumersof D have been
fetched and D hasbeenkilled. The forwar d slice of instruction A doesnot contain any live non-
checkerinstructions, hence,the sliceis fully formed. That is, ascanbe seenin Figure 4-6, there
are no more possible places where checker instructions can be added. The terminal checker
instructions of the slice arethe instructions B, E, G, H, and |. Now, instruction A canbedeclared

ascompletely checkedwhen the self-checksof B, E, G, H, and | all pass.

4.1 Non-checker and Checker Counters

As we may recall, the algorithm consistsof two steps. One is to form a slice with no live non-
checkerinstructions and the other is to checkall the terminal checkerinstructions of the slice,
sothat the root non-checkerinstruction canbe declared asveri ed. This is implemented using

two counters.
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Figure 4-6. Fully formed forwar d slice of root non-checker instruction (A), consisting of only
killed non-checker instructions (A, C, D, and F) and terminal checkerinstructions (B, E, G, H,
and I).

The rst counter, called the non-checker counter, keeps count of the number of live non-
checker instructions in the ongoing slice. The counter is incremented when a non-checker
instruction is added to the slice (dispatched). The counter is decremented when a non-checker
instruction in the slice gets killed. Hence, at any given point of time, the counter value rep-
resentsthe number of live non-checkerinstructions in the slice, i.e.,or the number of possible
placeswhere checkerinstructions can be added. When the count goesto zero, it implies that
there are no more live non-checker instructions in the slice,.e.,no more possible placesto add
checkers.Hence, the forwar d slice is fully formed.

The second counter, called the checker counter, keeps count of the terminal checker in-
structions in the slice which have not yet completed. The counter is incremented when a
terminal checkerinstruction is added to the slice (dispatched). The counter is decremented

when aterminal checkerinstruction completes. Hence, at any given point of time, the counter
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value representsthe number of terminal checkerinstructions, in the slice, which have not yet
completed. When the count goesto zero, it implies that all the checker instructions that are
currently in the slice, whether or not fully formed, have completed.

It is important to note that the non-checker counter and the checker counter are main-
tained in parallel. They are incremented and decremented independently as instructions in
the slice are fetched and killed/completed, respectively. This implies that it is necessaryto
consider the status of both the counters before making a decision asto whether or not the root
instruction is checked. In particular, even if the checker counter is zero, it does not necessar
ily mean that the root is checked. It depends on whether or not there are live non-checker

instructions in the slice.

4.2 Ancestry Vectors

As explained in the previous Section (4.1), instructions in the slice modify the counters of the
root non-checkerinstruction aswell asother non-checkerinstructions, within the slice, asthey
are fetched and killed/completed. Hence, eachinstruction in the slice must know the identity
of all its non-checker ancestorsin the slice. Note that it is not possible for checkerinstructions
to be ancestorsof any other instructions in the slice, becausethey are terminal instructions.
Thus we speakonly in terms of non-checker ancestors.

Since a producer is associatedwith the physical register it writes into, it can be easily
identied by its destination physical register. We can therefore use a bit vector to express
ancestors,with one bit for each physical register, hence, for each ancestor This bit vector is
called the Ancestor Bit Vector (ABV) and the number of bits is equal to the number of physical

registers.
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An instruction determines its ancestorsduring renaming. The ABVs of the sourcesare
ORed together in order to obtain the ancestorsof both the sources. However, if the direct
producer of a source operand is a checkerinstruction, the corresponding ABYV is not included
in the OR operation, becausea checker producer is aterminal instruction.

The ORed ABV identi es the non-checker ancestorsof all the sources. However, a non-
checkerinstruction also hasto passon its identity to further instructions in the slice. Hence, it
additionally setsits own bit in the ORed ABV. On the other hand, a checkerinstruction does
not have to passon its identity , sois does not alter its ORed ABV.

The nal ABV is now associatedwith the destination physical register of the correspond-

ing instruction, in the register le.

4.3 Using Ancestry Vectorsto Update Counters

When an instruction is renamed, it createsan ABV, asexplained in Section4.2

If the instruction is a non-checkerinstruction, then it incrementsthe non-checker counter
of eachof its ancestorsrepresentedin the ABV. If the instruction is a checkerinstruction, then
it incrementsthe checkercounter of all its ancestorsrepresentedin the ABV.

When a non-checker instruction is killed, it decrementsthe non-checker counter of each
of its ancestors. When a checker instruction completes, it decrements the checker counter of
eachof its ancestors. Also, the outcome of the checkis noti ed to all ancestorsin the instruc-

tion's ABV; this is explained in greaterdetail in the following section.

4.4 Check Bit and Bad Bit

Every instruction hasa checkbit and a bad bit associatedwith it.
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As explained earlier, when both counters of an instruction reach zero, it means that its
sliceis fully formed and that all terminal checkerinstructions have executed,i.e.,the checking
processis now complete. Regardless of the outcome of the check,we setthe instruction's check
bit indicating that it is now checked.

If the checkof aterminal checkerinstruction fails, then its bad bit and the bad bit of each

of its non-checker ancestorsare setto indicate that any one of them may be faulty .

45 Additional Hardware

Summarizing, the extra hardwar e neededto implement this algorithm is asshown in Table 4-1.

Table 4-1. Additional hardwar e.

| Hardware | Size \ Location |

Ancestor Bit Vector # bits per ABV = One per entry of:

(ABV) # phys. reg. Register le
Checkpoint @
LSQP

non-checker counter implementation One per entry of:

dependent Register le
dog (max: slice size)e

checker counter implementation One per entry of:

dependent Register le
dog(max: slicesize 1)e

check bit 1 bit One per entry of:
Register le

bad bit 1 bit One per entry of:
Register le

gexplained in Section4.7
Pexplained in Section4.8

4.6 Example

The following example illustrates the concept. Consider a set of instructions as shown in

Figure 4-7. The mapping of logical registers to physical registers is as shown in Figure 4-8.
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The corresponding data dependence graph is as shown in Figure 4-9, with the nodes repre-
senting instructions labeled with their destination physical registers. True data dependences
are representedby solid arrows. A dotted line between two instructions indicates that the for-
mer instruction is killed by the latter instruction. The ancestorbit vector associatedwith each

physical register is asshown in Figure 4-10

Figure 4-7. Example instructions.

Figure 4-8. Renamedinstructions.

We focus our discussion on the counter status of the root non-checker instruction X. Note
that an identical processgoeson in parallel for all non-checker instructions within the slice,
automatically. The counter status of instruction X is asshown in Table 4-2.

When root non-checker instruction X(p2) is dispatched, it inherits the ABVs of its non-
checkersourceoperands. We assumethat pl is a checker, hence X(p2) inherits an ABV with all
zeroes. Since X(p2) is a non-checker, the bit corresponding to register p2 is setin its ABV, in-

dicating that register p2 hasto be checkedby further consumers. Since X(p2) is a non-checker,

30



o ——

Figure 4-9. Data dependencegraph.

X(p2) examinesits ABV to determine which non-checker counters to increment. Accordingly,
the non-checker counter of p2 is incremented to 1. This corresponds to the possible places
where checkersof X(p2) can be added.

When A(p3) gets dispatched, A(p3) inherits (ORs) the ABVs of its non-checker source
operands, X(p2) in this case.Since A(p3) is a non-checker, the bit corresponding to register p3
is setin its ABV, indicating that p3 also needs futur e consumersto checkit. The non-checker
counter of all registersin A's ABV are incremented, indicating that there is one new place
where checkerinstructions can be added to their forwar d slices,i.e.,the non-checker counters

of p2 and p3 are incremented. Sincethis discussion focuseson the counter status of p2, we
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Table 4-2. Counter status of root non-checker instruction (X).

H N
L
L

Figure 4-10. Ancestor bit vectors.

Action

Non-checker Ctr

Checker Ctr

Check bit

Bad bit

X dispatched
A dispatched
B dispatched
C dispatched
D dispatched / X killed
E dispatched / B killed
D veried
C veri ed
F dispatched / A killed
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will monitor only p2's counters.

Similarly, when B(p4) gets dispatches, B(p4) inherits (ORs) the ABVs of its non-checker
source operands, X(p2) in this case. Since B(p4) is a non-checker, the bit corresponding to

register p4 is setin its ABV, indicating that p4 also needsfutur e consumersto checkit. Then,

basedon B's ABV, the non-checker counters of p2 and p4 are incremented.

When C(p5) gets dispatched, C(p5) inherits (ORs) the ABVs of its non-checker source
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operands, A(p3) in this case. Since C(p5) is a checker, it does not setthe bit corresponding to
p5in its ABV. C incrementsthe checkercounters of all registersin its ABV, indicating that there
is one more terminal checkerinstruction in their forwar d slices. Hence, the checker counters
of p2 and p3 are incremented.

When D(p6) gets dispatched, D(p6) inherits (ORs) the ABVs of its non-checker source
operands, A(p3) and B(p4) in this case. Since D(p6) is a checker, it does not set the bit corre-
sponding to p6 in its ABV. D increments the checker counters of all registers setin its ABV,
indicating that there is one more terminal checkerinstruction in their forwar d slices. Hence,
the checker counters of p2, p3, and p4 are incremented. Since D(p6) kills X(p2), we examine
the ABV of X(p2) and decrement the non-checker counter of all registersin the ABV. This indi-
catesthat one non-checkerhasbeenkilled in their forwar d slices. Accordingly , the non-checker
counter of p2 is decremented.

When E(p7) is dispatched, E(p7) kills B(p4) and hencewe examine the ABV of B(p4). We
decrement the non-checker counter of p2 and p4 asthey arein B's ABV.

When D(p6) completes, and its self-checkpasses,we examine its ABV and decrement the
checker counter of all registersin its ABV. This indicates that one terminal checkerinstruction
in their forwar d slices has completed successfully. Hence, the checker counters of p2, p3, and
p4 are decremented. Similarly, when C(p5) completes and its self-check passes,the checker
counters of p2 and p3 are decremented.

When F(p8) is dispatched, A(p3) is killed and hencewe decrement the non-checker coun-
ters of p2 and p3, in accodance with A's ABV.

At this point, the checker counter and non-checker counter of p2 have both become 0,

therefore, we set the check bit indicating that the checking processin now complete. Since
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the bad bit is still 0, it indicates that all terminal checker instructions of the slice checked out

correctly.

4.7 Branches as Checkers

Branch instructions are a special type of instruction, since they do not have consumers. Non-
checker branches, therefore, presenta new problem, since they cannot check themselves and
they do not have consumersto checkthem.

Mor eover, a non-checker branch in the slice of another non-checker instruction makes
the latter instruction's slice incomplete. Hence, the latter instruction, like the branch, cannot
be declared aschecked.

To understand how non-checker branchesmay be handled, we review branchesin slip-
stream. Branch predictions are classi ed ascon dent or uncon dent. Uncon dently-pr edicted
branchesare executedin the A-stream and the corresponding branch outcomes are passedto
the R-stream through the delay buffer. On the other hand, con dently-pr edicted branchesare
removed from the A-stream. Although not explicitly veried by A-stream execution, these
con dent predictions are also passedto the R-stream through the delay buffer [8]. Hence, the
R-stream receivesa complete history of control- ow “outcomes” in program order, asshown
in Figure 4-11, some generated by branch execution in the A-stream (solid circles)and others
generated by the branch predictor (hollow circles). A slipstream processorlines up this com-
plete control- ow history from the delay buffer with corresponding branchesin the R-stream,
for comparison.

Thus, all that is available for a non-checker branch in the R-stream to compare against,

is a so-called “outcome” from the branch predictor. We propose using this “outcome” from
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Figure 4-11. Branch predictions for R-stream.

the branch predictor asa new source of redundancy, dif ferent from true execution but nearly
as effective for detecting faults. Sincethe branch was removed from the A-stream, it implies
that the branch prediction is highly con dent, hence,very likely correct. This likely correct
branch prediction can therefore be leveraged to provide redundancy to the non-checker R-
stream branch. The branch can be checkedby comparing the R-stream branch's outcome with
the delay buffer's prediction, thus converting the non-checker branch into a terminal checker
instruction.

Thekeyidea,therefoe, is to usenumerous pastexecutionf a branch(re ectedin the branch
predictortable)asa souiceof redundancyto checkhe branch,insteadof the presentexecution.

It may seem unsafe to use the branch prediction as a redundant execution, since it is
not a real execution of the branch. However, the branch prediction is highly con dent and
hencevery likely correct. The only vulnerability is when the R-stream branch is affected by a

transient fault, such that it producesthe wrong outcome, and the prediction from the branch

35



predictor is incorrect. In this case,both the R-stream branch outcome and the branch predictor
outcome are incorrect, failing to detect the fault since they match. Nonetheless, this vulnera-
bility is rare becausethe misprediction rate of con dent branchesis much lower than that of
all branches. On the contrary, overall vulnerability of non-checker branchesis reduced, by a
factor equal to their prediction accuracy

P[faulty R stream branch undetected = PJ[confident prediction incorrect]

For example, gcchas 6,415mispr edictions among 8,482,811 con dent branches.

) P[confident prediction incorrect] = 6;415=8;482 811 = 0:00076

) PJ[faulty R streambranch undetected = 0.00076

For a superscalar processor

P[f aulty R stream branch undetected = 1

This is becausethere is no redundancy in superscalar.

Since all branches are now considered checkers, they can check themselves and their
non-checker ancestors. Sincebranchesdo not have physical register destinations, their ABVs
cannot be stored alongside the physical register le asthereis no correspondence.Instead, the
ABV of abranch is stored in the checkpoint corresponding to the branch (this doesnot in any
way delay recycling the checkpoint, becausethe branch's ABV is no longer needed after the

branch executes).This is the only modi cation neededto deal with branches.

4.8 Stores asCheckers

Like branches, storesdo not have destination registers. Therefore, non-checker stores cannot
check themselves and do not have consumers to check them. Unfortunately , stores have no

equivalent, alternate source of redundancy that we described for branches. Con dent store
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addressesand value predictions would provide such an equivalent, an aspectleft for futur e
work. Another approach is to use dependent loads in the load queue as indir ect checkers.
However, the forwar d slice of a store is likely to span many futur e dynamic instructions. It is
worth exploring in futur e work.

We choose a more traditional option, speci cally, stores are not removed from the A-
stream, so that all stores are checker instructions. As shown by Koppanalil et. al [5], the
performance impr ovement of slipstream with or without store removal is comparable (on av-
erage, about 11.8 percent versus 11.2 percent, respectively). So,our store constraint does not
hamper slipstream performance.

Since stores are now checkers,they can check themselves and their non-checker ances-
tors. Sincestoresdo not have destination registers, their ABVs are stored in the store queue.

This is the only modi cation neededto deal with stores.

4.9 Safe Retirement and Deadlock Prevention

4.9.1 Safe Retirement

We must prevent retirement of an R-stream instruction, whether a checker or non-checker,
until it is proven to be fault-fr ee. This ensuresthe R-stream architectural stateis always correct
and thus safefor recovery.

Therefore, a non-checker instruction at the head of the Reorder Buffer (ROB) must be
stalled until our checking algorithm is done, i.e.,its slice is fully formed and all its terminal
checkerinstructions have completed. The resultsin Section7.2reveal that performance degra-
dation is negligible, becausenon-checkersare frequently checked by the time they reachthe

head of the ROB.
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Occasionally, it is not possible to fully form aslice in the given ROB size. This resultsin

a deadlock asexplained in the following subsection,which must be dealt with.

4.9.2 Deadlock Scenario

A deadlock occurs when a non-checker instruction is at the head of the ROB, the ROB is full,
and its slice is not fully formed. The fact that the slice is not fully formed implies that there
are still live non-checker instructions in the slice. Sincethe instruction at the head of the ROB
cannot retire and the ROB is full, no more instructions can be fetched. In turn, since no new
instructions can be fetched, the slice cannot fully form (cannot kill live non-checkersin the
slice). This perpetuates the retirement stall, thus leading to the cycle of deadlock. This is
illustrated in the example shown in Figure 4-12 and described below. The instruction at the
ROB head hasthe status:

non checker ctr = 2; checker ctr = 0; ROB is f ull

We discuss the counter-clockwise deadlock cycle shown in Figure 4-12, starting with the
non-checker counter. Sincethe non-checker counter=2, the slice is not fully formed. Hence,
the instruction at the ROB head cannot be retired. Sinceretirement is stalled, the ROB remains
full. This implies that instructions cannot be fetched. Sincefetch is stalled, killers cannot be
fetched and hencethe slice cannot fully form. Therefore, this is a deadlock situation.

It is compelling to mention that, even if the ROB is full, afully formed slice with non-
completed checkerinstructions will not result in a deadlock. This is becausethe ROB status
does not affect the completion of the existing terminal checker instructions. The following
example clari es this point. The instruction at the ROB head hasthe following status:

non checker ctr = O; checker ctr = 2; ROB is f ull
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Sincethe checkercounter hasanon-zero value, it implies that the checkersare already in

the ROB. Hence, they will eventually complete and decrement the counter.
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Figure 4-12. Example of deadlock scenario.

The good news about the above deadlock scenariois that it is detectable (non-checker ctr
> 0, ROB full), hence manageable. There are several solutions to deal with deadlock, which

are asfollows:

1. The simplest approach, that merely breaks the deadlock, is to retire the instruction at
the head of the ROB. The downside is that fault coverageis reduced by the frequency of

broken deadlocks.

2. To break the deadlock without reducing coverage,one approach is to re-executethe in-
struction at the head of the ROB. If the R-stream re-execution matches the original R-

stream execution, then the instruction is retired safely. If there is a mismatch then recov-
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ery is initiated asexplained in Section4.10 While this approach performs well and does

not sacri ce coverage,the specialized re-executionis a design corner case.

3. Another option is to assumethat the instruction at the head of the ROB is faulty and
to initiate full recovery. Although this may not perform well, it does not compromise

coverageand leveragesexisting mechanisms.

4.10 Recovery

When the bad bit of the instruction at the head of the ROB is set, usual slipstream recovery is

initiated. Recovery entails the following steps:

1. Flush the entire ROB of the R-stream.

2. Flush the entire delay buffer.

3. Flush the entire ROB of the A-stream.

4. Repair A-stream state, by copying the architectural register state of the R-stream to that

of the A-stream, and repairing A-stream memory state by one of several approaches[9].

5. Handle the bad instruction, which initiated the recovery.

There are several options for restarting the slipstream processor that differ in step 5, i.e.,

how they deal with the bad instruction at the head of the R-stream ROB.

1. One option is to re-executethe instruction at the head of the ROB, in the R-stream, and

vote among the threeexecutions.

If the instruction is a checker, then we already have two (mismatching) executions, one

from eachof the R-stream and A-stream, and only one re-executionis neededto vote. If
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the instruction is a non-checker (whose bad bit was therefore set by its terminal check-
ers),then we only have one execution sofar (R-stream),and two re-executionsare needed
to vote. After voting on the bad instruction (and committing the majority value), both
the A-stream and R-stream cores resume execution from the instruction after the bad

instruction.

A downside of this approach,is that voting entails running the R-stream corein a special

mode, wherein the R-stream core re-executesa single instruction.

. An alternate approach is to discard the bad instance altogether (i.e., not vote), and re-
sume both the A-stream and R-stream from the bad instruction itself. In this way, it
will naturally get re-executedtwice (repeating slipstream execution of that instruction),

without a specialmode. This leveragesthe existing redundancy presentin slipstream.

However, subtly, this approach might deadlock, if the bad bit of the instruction, at the
ROB head, was ultimately setdue to a slipstream instruction-r emoval misprediction (IR-
mispr ediction). In this scenario, the bad instruction was wrongly removed from the A-
stream (hencetermed IR-misprediction). If we resumethe A-stream at this instruction,
the A-streamwill merely remove it again, ultimately causing recovery again. In order to
break the IR-misprediction deadlock, we forcethe rst instruction (i.e.,the previous bad
instruction) after resumption to not be removed from the A-stream. This will prevent the

instruction from repeatedly IR-mispredicting.

Interestingly, if, instead, the bad bit was set due to a transient fault, deadlock will not

occur becausethe transient fault will not repeat.
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Chapter 5

Predictive Checking

As seenin the previous chapter, a singly executed branch does not have a forwar d slice to
check it. Instead, its highly con dent branch prediction is treated as a second execution for
comparison. Though the prediction is dif ferent from true execution, it is nearly aseffective for
detecting faults.

This observation about con dent branchesextends to all redundantly executed instruc-
tions. All A-stream instructions are speculative, hence, dif ferent from true execution. Yet the
A-stream, as a whole, is most likely correctin the fault-fr ee case(due to highly con dent in-
struction removal). This revealsa predictive checking paradigm.

Someinstructions are speculatively removed from the A-stream and their non-removed
consumers (if any) are used to check R-stream instructions. Becausecheckers may be con-
sumers of removed instructions, they are speculative and not always correct. To understand
the circumstanceswhere predictive checking works and where it fails, we analyze predictive
checking in the context of threedifferent types of A-stream predictions: con dent branch pre-

diction, con dent dead write prediction, and con dent silent write prediction.
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5.1 Condent Branch Predictions

Figure 5-1 shows a con dently predicted branch (B) and its producer (A). The A-stream in-
stancesof A and B have beenremoved from the A-stream, as shown with hollow circles (in-
stead of solid ones). A transient fault occursin either A or B in the R-stream, such that B
producesthe wrong outcome, indicated by an “X” over it.

Figure 5.1(a) shows the casewherethe con dent branch prediction is correct. The faulty
branch outcome in the R-stream s detectable becauseit dif fers from the correctbranch predic-
tion.

Figure5.1(b) showsthe casewherethe con dent branch prediction is incorrect,indicated
by an “X” over B in the A-stream. In this case,the incorrect branch prediction matches the
faulty branch outcome in the R-stream. Therefore, a fault in A or B in the R-stream is not

detected and unrecoverable.

O @ O @
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(a) Improved coverage. (b) Lossof coverage.

Figure 5-1. Predictive checking: branch.

5.2 Condent Dead Write Predictions

Figure 5-2 shows a con dently predicted dead write (B) and its producer (A). The A-stream
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instancesof A and B have beenremoved from the A-stream, asshown with hollow circles. A
transient fault occursin either A or Bin the R-stream, such that B is incorrect, indicated by an
“X” over it.

Figure 5.2(a) shows the casewhere Bis truly a dead write (con dent dead write predic-
tion is correct). The R-stream instance of B has no counterpart for comparison (since B was
removed from the A-stream) and no forwar d slice to checkit (since B is dead). Thus, a faulty
A or B cannot be detected. But, since B is truly dead, the fault is recoverableeven though it is
not detectable: committing afaulty dead write is unimportant sinceit will never bereferenced
in the future. Summing up, the faulty dead write B in the R-stream is not detected, but is
recoverable,in the senseit does not matter.

Figure 5.2b) shows the casewhere the removed instruction B is not actually a dead
write (con dent dead write prediction is incorrect). This implies that the value produced by
B is referenced. For example, in Figure 5.2(b) , C is a consumer of B. A transient fault occurs
in either A, B, or C in the R-stream, such that C is incorrect, indicated by an “X” over C in the
R-stream. Meanwhile, the A-stream instance of C consumesa stale value due to the incorrect
removal of B. Therefore, the A-stream instance of C produces an incorrect result, as shown
with an“X” over Cin the A-stream. The incorr ect A-streaminstance of C may match the faulty

R-stream instance of C. Therefore, a fault in A, B, or C is not detected and unrecoverable.

5.3 Condent Silent Write Predictions

Figure 5-3 shows a con dently predicted silent write (A) and its consumer (B). The A-stream
instance of A hasbeenremoved from the A-stream, asshown with a hollow circle. A transient

fault occursin either A or B in the R-stream, such that B is incorrect, indicated by an “X” over
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(a) Improved coverage. (b) Lossof coverage.
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Figure 5-2. Predictive checking: dead write.

Figure 5.3(a) shows the casewhere A is truly asilent write (con dent silent write predic-
tion is correct). The A-stream instance of instruction B produces a correctvalue, even though
its producer A is removed. By the de nition of a silent write, producer A producesthe same
value aswhat existsin the destination register already, so B canread the register without pro-
ducer A writing into it. The correct A-stream instance of B mismatches the faulty R-stream
instance of B. Summing up, afaulty A or Bin the R-streamis detected, and recoverable(if slice
canfully form, i.e.,not deadlock case).

Figure 5.3(b) shows the casewhere A is not actually a silent write (con dent silent write
prediction is incorrect). This implies that A is a modifying write. Therefore, the A-stream
instance of B consumes a stale value due to the incorrect removal of A. Accordingly, the A-
stream instance of B produces an incorrect result, as shown with an “X” over instruction B in

the A-stream. The incorr ect A-stream instance of B may match the faulty R-stream instance of
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B. Therefore, afault in A or Bin the R-streamis not detected and unrecoverable.
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(a) Improved coverage. (b) Lossof coverage.

Figure 5-3. Predictive checking: silent write.
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Chapter 6

Simulation Environment

We implemented our proposed checking algorithm in an existing, detailed cycle-level simu-
lator of a slipstream processor The baseline slipstream simulator was developed by Vimal
Reddy, who in turn re-used slipstream component modules from Purser et. al [4, 7, 8. We
modi ed the simulator to model the ancestorbit vectors, non-checker counters, checkercoun-
ters, bad bits and check bits. The dispatch, completion, and retirement pipeline stageswere

modi ed to managethe new state.

6.1 Benchmarks

Five of the SPEC95and ten of the SPEC2Kinteger benchmarks are used in the experiments.
They were compiled with -O3 optimization using the gcc-basedSimplescalarcompiler [2]. For
the SPEC2Kbenchmarks, the rst billion instructions are skipped and the next 200 million in-
structions are run. However, for mcf, 50 million instructions are skipped and the next 100
million instructions are run, due to a shorter overall run time with the inputs used. Table 6-1
shows the SPEC2Kbenchmarks and their inputs. The SPEC9%henchmarks are run to comple-

tion. Table 6-2 shows the SPEC9%benchmarks, their inputs, and dynamic instruction count.
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Table 6-1. SPEC2Kbenchmarks.

| Benchmark | Input Dataset
gcc expr.i -O3 -0 expr.s
perl -I./lib  splitmail.pl 8505 1918 1500
parser 2.1.dict -batch
gap -l /lib -q-m 8M ref.in
twolf ref
vpr net.in arch.in place.out dum.out -nodisp -place_only -init t 5
-exit_t 0.005-alpha_t 0.9412-inner _num 2
mcf inp.in
bzip input.pr ogram 58
gzip input.pr ogram 16
vortex bendianl.raw
Table 6-2. SPEC95%benchmarks.
| Benchmark | Input Dataset | Instr. Count |
go 99 133 million
li test.Isp (queens7) 202million
compress 40000e 2231 25 million
ireg vigo.ppm 166 million
m88ksim -c < ctlin (dcrand.big) | 120million

6.2 Microarchitecture Parameters

Parametersfor a single processorcore and the shared L2 cachewithin a CMP are shown in

Table 6-3[5]. Parametersfor the slipstream components are shown in Table 6-4[5].

Table 6-3. Single processorcore con guration and shared L2 cache.

Superscalar Core

L1 Instruction Cache
L1 Data Cache

L2 Cache

Memory AccessTimes

64-entry ROB, dispatch/issue/r etire = 4 per cycle
64KB, 4-way, 64Bline, LRU

64KB, 4-way, 64Bline, LRU

256KB, 4-way, 64Bline, LRU

L1 hit = 1 cycle, L1 miss/L2 hit = 12cycles,

L1 miss/L2 miss = 70cycles

48



Table 6-4. Slipstream component con guration.

IR-predictor

gshare, 2?9 entries, 16-bit global history, con dence threshold = 64

IR-detector

256instructions

Delay Buffer

data- ow buffer 256instructions

control- ow buffer | 4K branch predictions

Register Recovery

recovery latency
5 cyclesto start up recovery pipeline
4 register restores/cycle
latency=21 cycles

Memory Management

A-streamdata in its private L1 data cache.Only R-streamdata in
L2 cacheand memory. A-stream data recovered by ushing only
dirty lines in its L1 data cache[7, 9].

49




Chapter 7

Experimental Results

In this chapter, we compare the performance and coverage of 5 dif ferent processormodels.

The various processormodels are explained in the following section.

7.1

ProcessorModels

. Base(base)- This is a single core of the slipstream processor

. Slipstream (SS)- This is the baseline slipstream processor By default, the baseline slip-

stream processorhas store removal in the A-stream.

. Slipstream with no store removal (SSstores)- This is the baseline slipstream processor

However, storeremoval is turned off, sothat all storesare executedin the A-stream.

Fault-Tolerant Slipstreamwith slice stalls (SSstores FT_stall) - This is the slipstream pro-
cessorwith our algorithm incorporated in it. Retirement of an instruction is stalled until

it is checked (unless a deadlock occurs, asexplained in Section4.9.2.

. Fault-Tolerant Slipstream with no slice stalls (SSstores FT_no_stall) - This is the slip-

stream processorwith our algorithm incorporated in it. However, when a completed
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instruction reachesthe ROB head, it is retired whether it is checkedor not. Thus, check-

ing doesnot intr oduce retirement stalls, in this model.

7.2 Performance and Coverage

The IPCsof the ve models are shown in Figure 7-1. The % IPC increasesof the four slipstream
models, with respectto superscalar (base), are shown in Figure 7-2. The coverages of the
four slipstream models are shown in Figure 7-3. Coverage refersto the percentageof checked

instructions. Sincebasehasno checking mechanism, coverage of baseis zero.

[] base
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Figure 7-1.1PC.
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Figure 7-2. IPC increasewith respectto superscalar(base).

From Figure 7-2, asexpected,the four slipstream models perform better than superscalar
for most benchmarks. This corroboratesresults of past papers [5] [8].

The SSand SSstores bars represent the performance of baseline slipstream with and
without store removal, respectively. When stores are removed, the A-stream has fewer in-
structions, henceit becomesshorter. SSis therefore expectedto perform better than SSstores.
Figure 7-2 reveals that the performance of SSstoresis indeed less. Nonetheless, it performs
closeto SS,corroborating past results [5]. This is an important result, becauseour checking
algorithm currently makes it necessaryto executeall storesin both streams. According to the

result above, we do not anticipate asigni cant performance issuewith this constraint, on CMP

substrates.
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Figure 7-3. Coverage.

With regard to coverage,SSstoresprovides more coveragethan SS.asshown in Figure 7-3,
sinceall storesare used ascheckers. Summing up, SSstoresprovides more coveragewith only
amildly lower speedup than SS.

The SSstores FT_stall bar shows the performance of slipstreamwith our algorithm. Extra
stalls are incurr ed, due to stalling retirement of some instructions until they are checked. This
degrades performance when compared to SSstores, as shown in Figure 7-2. However, the
performance degradation is not drastic (9% speedup vs. 10%speedup, on average). This may

be becausethe slices are not too large. For smaller slices, non-checker instructions are more
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likely to becheckedby the time they reachthe head of the ROB. Another theory is that the large
delay buffer provides a decoupling mechanism between the A-stream and R-stream, such that
any R-stream stalls are not perceived in the A-stream when the delay buffer is not full. Bzip
appearsto be an exception, sowe explorethis theory further in Section7.3. Note that deadlock
is handled by implementing the rst approach suggestedin Section 4.9.2 in which deadlock
is broken by merely retiring the unchecked instruction at the ROB head. Hence, deadlocks do
not causestalls in the pipeline.

As expected, SSstores FT _stall provides much better coveragethan SSstores. As shown
in Figure 7-3, SSstores FT_stall and SSstores yield 99% and 73% average coverage, respec-
tively.

In the caseof SSstores,only redundantly executedinstructions are included in coverage.
However, this is pessimistic, since con dent branch predictions can be used to check corre-
sponding singly executed branches. This impr oved bound on baseline coverage is not due
to any microarchitectural change, rather, it is due to our insight/analysis behind predictive
checking. In Figure 7-4, the SSstores (actual) bar shows the coverage of SSstoreswhen all
branches (removed or not) are considered to be checkers. The impr oved bound for SSstores
(actual) is 81% up from 73%for SSstores.

SSstores (actual) and SSstores FT_stall now have the same number of checker instruc-

tions. The residual dif ferencein coverageis that
1. SSstores(actual) equatescoverageto only checkers,whereas
2. SSstores FT_stall equatescoverageto checkersplus the non-checkersthey check.

Hence, coverage is still much higher for SSstores FT_stall (99% on average) compared to
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SSstores (actual) (81% on average). Moreover, most benchmarks achieve close to the 99%

averagecoverage.
M ss
[ ss_stores
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Figure 7-4. Coverage of SSstoresincluding all branches,“SS_stores (actual)”.

The remaining 1% of unchecked instructions are due to the policy used to break dead-
locks. Sincewe merely retire the instruction at the ROB head, if the deadlock casearises, the
instruction goesunchecked. Since coverage of SSstores FT_stall is 99% we conclude dead-
locks are rare, further indicating that a 64-entry ROB is suf ciently large,to fully form slices.

In order to impr ove the performance of SSstores FT_stall, one option is to retire the in-

struction at the ROB head, whether or not it is checked, so that retirement is not stalled. How-
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ever, relaxed checking means that some coverage is sacri ced for performance. This trade-
off is re ected in the two bars, SSstores FT_stall and SSstores FT_no_stall, in Figure 7-2 and
Figure 7-3. Note that there is neither a drastic performance dif ferencenor a drastic coverage
dif ference,indicating that most instructions are checkedby the time they reachthe ROB head.

The SSstores and SSstores FT_no_stall have virtually the same performance (seelPCs,
Figure 7-1) since the criteria for retirement are the same for both models. However, the ad-
vantage of SSstores FT_no_stall is that it offers higher coveragebecausemost instructions get

checkeddir ectly or indir ectly by the time they reachthe head of the ROB.

7.3 Bzip Discussion

It is interesting to explore the deviant behavior of benchmark bzip. As seenin Figure 7-2,
the SSstores FT_stall model performs poorly when compared to the other benchmarks. This
implies that there are many stalls in the R-stream retirement, that somehow impact overall
slipstream performance. This could be becausethe delay buffer is frequently full, hence,any
stall in the R-stream stalls the entire slipstream processor To conrm this, we look at the
average occupancy of the control- ow delay buffer —a direct indicator of slack between the
A-stream and R-stream —as shown in Figure 7-5.

As seenin Figure 7-5, whereasmost benchmarks have an averageslack below 100branches,
bzip hasan averageslack above 800branches. This suggeststhat the control- ow delay buffer
for bzip is frequently full, hence, many stalls in the R-stream also affect the A-stream, thus
affecting the slipstream processoras a whole. Extra stalling in the R-stream, for impr oved
coverage, increasesthe average slack from about 800 for SSstores FT_no_stall to 2000 for

SSstores FT_stall. Soit seemsa strong indication that the R-stream is stalling the A-stream
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Figure 7-5. Slackbetween the A-stream and R-stream.

more frequently than before.

7.4 Slice Sizes

Figure 7-6 shows the average slice size of non-checker instructions. Slice size refers to the
total number of instructions in a non-checker's forwar d slice, which includes itself, its di-
rect/indir ect non-checker consumers, and terminal checker instructions. The “r oot-slice” av-
erageonly includes the sizesof slicesof root non-checkerinstructions. The “slice” averagein-
cludes the sizesof slicesof all non-checkerinstructions (thus, the latter includes root slicesand
all their sub-slices). Only fully formed slicesare included in Figure 7-6. Note that, intuitively ,

we would expectthe “r oot-slice” averagesto always be greaterthan the “slice” averages,since

57



4.5

Oslice
M root_slice

3.5

Average slice size

Figure 7-6. Slicesizes.

sub-slicesare supposed to bring the averagesdown. However, the opposite canbetrue. A sim-
ple hypothetical testcasecan prove that it is mathematically possible. Supposethere are two
root slices of sizes10and 5. Supposethe 10root slice has one embedded non-checker (in ad-
dition to root), whose sub-sliceis 9. Supposethe 5 root slice has no other non-checkers, only
checkers.Then

rootslice average = (10+ 5)=2 = 7.5
slice average = (10+ 9+ 5)=3 = 8

As shown in the gur e,the averageslice size is about 3, which implies that, on average,
there are two other instructions in the forwar d slice of a non-checker. The distributions in

Figure 7-7 and Figure 7-8, show that the most frequent slice sizeis 2 in all benchmarks, with 1
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and 3 also being prominent. The fact that slices are not too large explains, in part, why most
non-checker instructions are checked by the time they reachthe head of the ROB. Although
most slicesare small, the distributions show that somelarge slicesare encountered. For exam-

ple, 4% of all slicesin bzip are of size 7.
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Chapter 8

Summary and Future Work

We now summarize this thesis and discuss opportunities for futur e reseach.

8.1 Summary

This thesis proposed a nhovel approach to recover from transient faults on singly executedin-
structions in a slipstream processor A transient fault that affectsa singly executedinstruction
is indir ectly detectable via a redundantly executed consumer. However, recovery is initiated
too late, from the consumer instead of the faulty producer. Our approach conservatively at-
tributes a fault in a redundantly executed instruction to its singly executed producer, hence,
recovery is initiated correctly from the producer. To achieve this, a forward slice is formed
for eachsingly executed instruction, terminating in its direct/indir ect redundantly executed
consumers. Retirement of the singly executed instruction is stalled until the forwar d slice is
fully formed and all the terminal instructions in the slice complete their checks.

As asingly executedbranch doesnot have aforwar d slice, we proposed using its branch
prediction asa sourceof redundancy to checkthe branch. Sincethe branch was removed from

the A-stream, its branch prediction must be highly con dent, hence,very likely correct. This
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likely correctbranch prediction is treatedasa secondexecution for the singly executedbranch,
dif ferent from true execution but nearly aseffective for detecting faults.

The observation about con dent branches extends to all redundantly executed instruc-
tions since the A-stream is predictive as a whole. All A-stream instructions are speculative,
yet most likely correctin the fault-fr ee case. This reveals an intriguing predictive checking
paradigm. We analyzed different slice types to understand when faults on singly executed
instructions are undetectable due to predictive checking. We observe that faults are unde-
tectable only when there is, simultaneously, a faulty R-stream instruction and an incorrect
A-stream outcome, counterparts of one another, such that the two match. Conservatively, we
can conclude that faults are undetectable only on incorrect A-stream predictions.

The proposed technique offers better coverage (99%vs. 81%for baseline slipstream with
all-branch coverage),with only amild decreasein slipstreamspeedup (9%vs. 10%for baseline
slipstream). To obtain the same performance as baseline slipstream, we proposed a relaxed

checking model, which still achievesa higher coverage of 95%

8.2 Future Work

A constraint with our approach, is that stores cannot be removed in the A-stream, since, cur-
rently, singly executed stores cannot form forward slices. Future work includes exploring
other approachesto checksingly executed stores. One option is to use con dent store address
and value predictions as a source of redundancy for singly executed stores. Another option
is to use dependent loads in the load queue (and possibly the L1 cache)as indir ect checkers
(forwar d slicesthrough memory dependences).

The relaxed checking model (SSstores FT_no_stall) achieves a coverage of about 95%
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even without stalling retirement. This implies that most instructions get checked, i.e.,a deci-
sion is made asto whether they are correct or faulty, by the time they reachthe head of the
ROB. If the bad bit of a singly executed producer is set, it indicates that a checker consumer
detected a mismatch, so we initiate recovery from the producer. Sincethe checked coverage
is 95%, it implies that the bad bit of a faulty producer will most likely be set by the time it
reachesthe ROB head. In other words, a faulty producer will most likely still be in the ROB
when its consumer detects a mismatch. This key observation suggestsa simpler, hardwar e-
free approach, in which the ROB is completely squashed when any instruction in the ROB
mismatches. Sincethe faulty producer is still in the ROB, it will automatically get squashed.
The advantage of this technique is that it does not require any additional hardware. In this
case,our slice-basedchecking algorithm is purely an analysis technique, for measuring cover-
age,in terms of the number of instructions checkedbefore retirement.

Another areaof futur e work is to

1. analytically derive the probability of undetected faults, due to predictive checking, and

2. perform fault injection experiments to con rm theseprobabilities, aswell ascon rm the

slice-basedchecking coverage measurements.
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